Burrows–Wheeler Transformation of BOOKKEEPER
We work with:
BOOKKEEPER$
The $ marks the end of the string and is treated as alphabetically smallest.
All cyclic rotations
BOOKKEEPER$
OOKKEEPER$B
OKKEEPER$BO
KKEEPER$BOO
KEEPER$BOOK
EEPER$BOOKK
EPER$BOOKKE
PER$BOOKKEE
ER$BOOKKEEP
R$BOOKKEEPE
$BOOKKEEPER
Sorted BWT matrix
When sorted lexicographically, the rows become:
$BOOKKEEPER
BOOKKEEPER$
EEPER$BOOKK
EPER$BOOKKE
ER$BOOKKEEP
KEEPER$BOOK
KKEEPER$BOO
OKKEEPER$BO
OOKKEEPER$B
PER$BOOKKEE
R$BOOKKEEPE
First and last columns
First column F:
$ B E E E K K O O P R
So:
F = $BEEEKKOOPR
Last column L:
R $ K E P K O O B E E
So:
L = R$KEPKOOBEE
That last column is the BWT string.

About B-rank / occurrence rank
Because letters repeat, it helps to label each occurrence:
· In F: $1 B1 E1 E2 E3 K1 K2 O1 O2 P1 R1 
· In L: R1 $1 K1 E1 P1 K2 O1 O2 B1 E2 E3 
That is what the exercise means by “B-rank”: the 1st E is different from the 2nd E, etc.
Do you ever need letters after $ when sorting?
No, not for comparing rotations in practice.
Reason: every rotation contains exactly one $, and $ is smaller than every other character. Once you reach $ while comparing two rows, the ordering is decided immediately. So you never need to continue comparing beyond $. That is why suffix-array/BWT methods can be made much faster than naïve full-string comparison.

3) Confirming the LF mapping rule
The rule says:
the ith occurrence of character c in the last column corresponds to the same occurrence as the ith occurrence of c in the first column.
You can see that directly here:
· L[2] = K1 maps to F[5] = K1 
· L[5] = K2 maps to F[6] = K2 
· L[3] = E1 maps to F[2] = E1 
· L[9] = E2 maps to F[3] = E2 
· L[10] = E3 maps to F[4] = E3 
So the LF rule holds.
Why this matters
LF mapping lets you move from one row to the row representing the preceding character in the original text. That is the key trick that makes BWT/FM-index searching efficient.

4) Example query to the BWT
A nice query is:
ER$BO
This is allowed because the exercise says you may use a query that spans the last and first part of the reference word.
In:
BOOKKEEPER$
the substring ER$BO appears across the end/start boundary.

5) How to search without scanning all rows
Instead of checking every row, you use only:
· the first column F 
· the last column L 
· occurrence counts 
This is the idea behind backward search in the FM-index.
Example: search for KE
Start with the last character, E.
In F, the E block is rows 2–4.
Now extend left with K:
Look only inside rows 2–4 of L:
row 2: K
row 3: E
row 4: P
Only one row has K, so the interval narrows to a single row. That tells you KE occurs once.
So yes: you can search using only column ranges, not by scanning every row one by one.

6) GATK HaplotypeCaller: what happens to base qualities below 18?
In current GATK HaplotypeCaller documentation, the parameter --base-quality-score-threshold defaults to 18, and bases below that threshold are reduced to the minimum usable quality score, 6. Separately, HaplotypeCaller also has --min-base-quality-score, default 10, below which bases are not used for calling. 
So the direct answer is:
Base-quality scores below 18 are not kept as-is; they are downgraded to quality 6.

7) What is the VCF format?
The official specification for VCF is maintained by the hts-specs project. The current canonical spec is VCF v4.5; older versions such as v4.2 and v4.3 are predecessor specs. The repository also notes that VCF is the textual format for variant calls, while BCF is the binary encoding. 
Core VCF columns
A VCF record typically contains:
· CHROM – chromosome 
· POS – 1-based position 
· ID – variant identifier, often an rsID 
· REF – reference allele 
· ALT – alternate allele 
· QUAL – quality score 
· FILTER – pass/fail flag 
· INFO – annotations about the site 
· then optional per-sample genotype fields like FORMAT and sample genotype data. 

8) Interpreting the provided VCF entry
The start of your record is:
chr1 13838 . C T 70.64 gnomAD_AF_too_high ...
Position of the variant
· Chromosome: chr1 
· Position: 13838 
So the variant is at chromosome 1, position 13838.
Change compared to the reference genome
· REF = C 
· ALT = T 
So the change is:
C → T
This is a single nucleotide variant.
According to the annotation in CSQ, one transcript annotation is:
DDX11L1 ... n.1081C>T ... rs28428499
So this matches rs28428499 in the annotation. 

9) What else can you read directly from this VCF entry?
A few important things:
a) The variant is heterozygous in this sample
At the end:
GT:AD:DP:GQ:...   0|1:2,2:4:78:...
0|1 means one reference allele and one alternate allele, so the sample is heterozygous for this variant.
b) Read depth is low
DP=5 in INFO, and sample depth is also only a few reads.
That is a small amount of evidence.
c) The filter says gnomAD_AF_too_high
That means the allele frequency in gnomAD was considered too high for the filtering criteria being applied. In plain language, the variant is too common in the general population to look like a strong rare disease-causing candidate in many clinical pipelines. 
d) Functional consequence looks mild
The annotations include:
· downstream_gene_variant 
· non_coding_transcript_exon_variant 
· regulatory_region_variant 
· impact MODIFIER 
and the genes/transcripts mentioned are WASH7P and DDX11L1, both annotated as transcribed pseudogenes in the record. That already suggests this is unlikely to be a high-impact pathogenic coding variant. 

10) Is rs28428499 dangerous?
I could not find a clear ClinVar pathogenic record for rs28428499 from the sources available in this session. What I can say confidently is that the VCF itself points away from danger:
· it is in/near pseudogene transcripts 
· impact is only MODIFIER 
· the filter explicitly says gnomAD_AF_too_high 
· external examples show rs28428499 as a common catalogued SNP at chr1:13838 C>T rather than a classic rare pathogenic variant. 
So the best answer is:
No, this does not look dangerous/pathogenic based on the information shown.
How do you know?
Because truly pathogenic Mendelian variants are usually:
· rare 
· in an important functional region 
· and often annotated with stronger predicted consequences than MODIFIER 
Could you have guessed this from the VCF alone?
Yes, at least partly.
The biggest clues are:
· gnomAD_AF_too_high 
· MODIFIER 
· pseudogene/non-coding annotations 
So even before checking external databases, you would suspect it is probably benign or clinically unimportant.

11) ClinVar lookup for rs80358616
For rs80358616, dbSNP reports:
· gene: BRCA2 
· consequence: missense variant 
· position on GRCh38: chr13:32325134 
· alleles: T>A / T>G at the dbSNP anchor position. 
ClinVarMiner pages derived from ClinVar data list BRCA2 c.375T>A (p.Asp125Glu), rs80358616 among variants reported as:
· uncertain significance 
· likely benign 
· and also among variants with conflicting interpretations. 
So the practical conclusion is:
rs80358616 is not a clearly pathogenic BRCA2 variant; its interpretation is uncertain/conflicting, with some submitters calling it likely benign.

Which gene does it affect?
BRCA2. 
How big is the change?
For the specific ClinVar-listed variant c.375T>A (p.Asp125Glu):
· DNA-level change: 1 base pair 
· Protein-level effect: missense substitution 
· amino acid change: Aspartic acid → Glutamic acid at residue 125 (p.Asp125Glu, also written D125E). 
So it is a single-nucleotide missense variant, not an insertion/deletion or frameshift.

Position on hg19 / GRCh37 and hg38 / GRCh38
For rs80358616, dbSNP gives the anchor position on:
· GRCh38 / hg38: chr13:32325134 
A search result based on ClinVar-derived BRCA2 variant listings shows the corresponding BRCA2 c.375T>A (p.Asp125Glu) at:
· GRCh37 / hg19: chr13:32920482 
So:
· hg19 (GRCh37): chr13:32920482 
· hg38 (GRCh38): chr13:32325134 
I’m treating the hg38 value as the strongest source because it comes directly from dbSNP, and the hg19 value as a supported mapping from ClinVar-derived listing data. 

How many identifiers besides the rs-number can you find?
Without digging into submitted records, you can already find several identifier systems for a ClinVar/dbSNP variant like this:
· ClinVar Variation ID 
· ClinVar accession (VCV...) 
· HGVS genomic 
· HGVS coding transcript 
· HGVS protein 
· Canonical SPDI 
· sometimes ClinGen allele ID / CA ID 
· transcript/protein RefSeq identifiers (NM_..., NP_...) 
So the answer is:
More than one — in practice several.
A safe count is at least 5 kinds of identifiers besides the rs-number.
For example, a typical ClinVar variant page includes:
1. Variation ID 
2. VCV accession 
3. HGVS genomic 
4. HGVS coding 
5. HGVS protein 
6. Canonical SPDI 
That already gives 6 identifier types beyond the rsID. 

12) File formats: what they mean
.fastq
Stores raw sequencing reads before alignment.
Each read usually has 4 lines:
1. read name 
2. sequence 
3. separator 
4. base-quality string 
So FASTQ = sequence + per-base quality.

.bam
Binary version of SAM.
Stores aligned sequencing reads mapped to a reference genome. It is compressed, indexed, and efficient for computation. The hts-specs project describes BAM as the binary equivalent of SAM. 
Use BAM when you want read alignments in a standard, widely supported format.

.cram
Also stores aligned reads, but usually in a more space-efficient compressed form than BAM. CRAM is its own standard specification in hts-specs. It often relies on the reference sequence for compression. 
So compared with BAM:
· same general purpose 
· smaller storage footprint 
· more reference-dependent 

.vcf
Stores called variants relative to a reference genome.
Typical contents:
· chromosome 
· position 
· reference allele 
· alternate allele 
· quality / filter 
· annotations 
· genotype(s) 
VCF is for variants, not raw reads. 

What does adding .gz mean?
.gz means the file is gzip-compressed.
Examples:
· file.fastq.gz = compressed FASTQ 
· file.vcf.gz = compressed VCF 
This reduces file size and is standard in bioinformatics. For VCFs, compressed files are commonly indexed for fast region queries.

